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One of the challenges presented by Boolean matrix factorization consists in what became 
known as the ability to deal with noise in data. In this paper, we critically examine existing 
considerations regarding noise, reported results regarding various algorithms’ ability to 
deal with noise, and approaches used to evaluate this ability. We argue that the current 
understanding is underdeveloped in several respects and, in particular, that the present 
way to assess the ability to handle noise in data is deficient. We provide a new, quantitative 
way to assess this ability. Our method is based on a common-sense definition of robustness 
requiring that the factorizations computed from data should not be affected much by 
varying the noise in the data. We present an experimental evaluation of several algorithms, 
and compare the results to the observations available in the literature. The experiments 
reveal important properties of these algorithms as regards handling noise. In addition to 
providing methodological justification of some properties claimed in the literature without 
proper justification, they reveal properties which were not reported as well as properties 
which counter certain claims made in the literature. Importantly, our approach reveals 
a line separating robust-to-noise from sensitive-to-noise algorithms, which has not been 
revealed by the previous approaches. We conclude by outlining open problems to which 
the present considerations and experiments lead.

© 2018 Elsevier Inc. All rights reserved.

1. Introduction

1.1. Problem in brief

Boolean matrix factorization (BMF) represents a vigorous research topic in data mining and related fields. One of the 
challenges faced in BMF, which recently attracted a number of researchers, is the ability to handle noise in Boolean data. 
Basically, the problem consists in reasonably factorizing data to which noise is added. The noise may be additive (some 0s 
in the original data are flipped to 1s), subtractive (some 1s are flipped to 0s) or general (both changes occur). The current 
literature presents various observations regarding the algorithms’ ability to handle noise along with experiments used to 
demonstrate this ability.

We critically examine the existing considerations regarding noise, reported results, and approaches used to evaluate the 
ability to deal with noise. We point out weaknesses of existing considerations regarding noise and argue that, in several 
respects, the current understanding of the problem of noise is underdeveloped. Our main contributions are summarized as 
follows:
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– we provide a new way to assess the ability of an algorithm to handle noise; our approach is based on a common-sense 
requirement of robustness: the factorizations computed by a robust algorithm should not be affected much by adding 
noise to data;

– we present methodological observations regarding the role of noise in BMF;
– we utilize a similarity measure developed to assess robustness to noise for assessment of another important property 

of BMF algorithms, namely the ability to recover ground truth in both noise-free and noisy data;
– we present an experimental evaluation of several existing algorithms. The experiments reveal important properties of 

these algorithms as regards their ability to handle noise. In addition to providing methodological justification of some 
properties claimed in the literature, they also reveal properties which were not reported as well as properties which 
counter certain claims made in the literature.

The paper is organized as follows. In the rest of this section, we review basic concepts, notation, and relevant work. 
In Section 2, we review current understanding of noise in Boolean data (Sections 2.1 and 2.2), present our rationale for 
the concept of robustness to noise (Section 2.3), critically examine the current approaches to handling noise in BMF (Sec-
tion 2.4), and present further observations supporting our critical view (Section 2.5). Our new approach to assess robustness 
to noise, which reflects the rationale provided in Section 2.3, is presented in Section 3.1. The approach is based on mea-
suring similarity of factorizations computed from data and we show in Section 3.2 that the similarity measure may also be 
used to assess another feature of factorization algorithms, namely, the ability to discover ground truth in data. Section 4
provides experimental evaluation. Conclusions and a list of topics for future research are provided in Section 5.

1.2. Basic concepts and notation

We denote an n ×m Boolean matrix by M and interpret it as an object-attribute matrix (objects and attributes correspond 
to the matrix rows and columns). That is, the entry Mij corresponding to the row i and the column j is either 1 or 0, 
indicating whether the object i does or does not have the attribute j, respectively. If objects are transactions and attributes 
are items, then Mij indicates whether transaction i contains item j and the like. The set of all n × m Boolean matrices is 
denoted by {0, 1}n×m; the ith row vector and the jth column vector of M is denoted by Mi_ and M_ j , respectively.

The general problem in BMF, of which two important variants—DBP and AFP—are described below, is to find for a given 
M ∈ {0, 1}n×m matrices A ∈ {0, 1}n×k and B ∈ {0, 1}k×m for which

M (approximately) equals A ◦ B, (1)

where ◦ is the Boolean matrix product, i.e.

(A ◦ B)i j = maxk
l=1 min(Ail, Blj).

Decomposing M into A ◦ B may be interpreted as a discovery of k factors that exactly or approximately explain the data. If one 
interprets the matrices M , A, and B as the object-attribute, object-factor, and factor-attribute matrices, the factor model (1)
says: The object i has the attribute j if and only if there exists factor l such that l applies to i and j is one of the particular 
manifestations of l. The least k for which an exact decomposition M = A ◦ B exists is called the Boolean (or Schein) rank
of M .

The approximate equality in (1) is commonly approached in BMF via the L1-norm (Hamming weight) || · || and the 
induced metric E(·, ·), defined for C, D ∈ {0, 1}n×m by

||C || = ∑m,n
i, j=1 |Cij|, (2)

E(C, D) = ||C − D|| = ∑m,n
i, j=1 |Cij − Dij|. (3)

The following important variants of the general BMF problem, relevant to this paper, are considered in the literature.

– Discrete Basis Problem (DBP, [16,17]): Given M ∈ {0, 1}n×m and a positive integer k, find A ∈ {0, 1}n×k and B ∈ {0, 1}k×m

that minimize ||M − A ◦ B||.
– Approximate Factorization Problem (AFP, [1,2]): Given M ∈ {0, 1}n×m and a prescribed error ε ≥ 0, find A ∈ {0, 1}n×k and 

B ∈ {0, 1}k×m with k as small as possible such that ||M − A ◦ B|| ≤ ε.

DBP and AFP mirror two important views: DBP stresses the importance of the first k (presumably most important) factors; 
AFP stresses the need to account for (and thus to explain) a prescribed portion of data.

Below we employ the following geometric view: Computing an exact or approximate decomposition M ≈ A ◦ B of 
M ∈ {0, 1}n×m into A ∈ {0, 1}n×k and B ∈ {0, 1}k×m is tantamount to finding k rectangles (called also tiles) whose union (max-
superposition) exactly or approximately equals M . Here, a rectangle corresponds to a crossproduct J = C ◦ D ∈ {0, 1}n×m of 
some column vector C ∈ {0, 1}n×1 and some row vector D ∈ {0, 1}1×m; hence, by permuting the rows and columns, all the 
1s in J form a rectangular area (tile). Now, if M ≈ A ◦ B , each factor l = 1, . . .k of the k factors involved in A ◦ B corresponds 
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to the lth column of A and the lth row of B , or equivalently, to the rectangle A_l ◦ Bl_ which results as a crossproduct of 
the lth row and the lth column. In this view,

(A ◦ B)i j = (A_1 ◦ B1_)i j ∨ · · · ∨ (A_k ◦ Bk_)i j, (4)

i.e. A ◦ B is the ∨-superposition (∨ denotes maximum, or logical disjunction) of the corresponding rectangles (tiles). In this 
sense, computing a good factorization of M (in the sense of DBP or AFP) is thus equivalent to finding a set of rectangles 
(tiles) that cover M well. The above view is implicit in several papers on BMF, e.g. [1,2,7,12,24], but is essentially already 
present in some of the first writings on Boolean matrices (see e.g. [10]).

If for a decomposition M ≈ A ◦ B one has Mij = 1 and (A ◦ B)i j = 0, one speaks of undercovering (or false negative) in 
entry 〈i, j〉; if Mij = 0 and (A ◦ B)i j = 1, one speaks of overcovering (or false positive).

Example 1. Consider the following 5 × 5 Boolean matrix M:
⎛
⎜⎜⎜⎝

0 1 1 0 0
1 1 1 0 0
0 1 1 1 0
0 1 1 1 1
0 0 0 1 1

⎞
⎟⎟⎟⎠

One may verify that I may be (exactly) factorized by the 5 × 4 and 4 × 5 matrices A and B , i.e. I = A ◦ B , as follows:
⎛
⎜⎜⎜⎝

0 1 1 0 0
1 1 1 0 0
0 1 1 1 0
0 1 1 1 1
0 0 0 1 1

⎞
⎟⎟⎟⎠ =

⎛
⎜⎜⎜⎝

1 0 0 0
1 0 1 0
1 0 0 1
1 1 0 1
0 1 0 0

⎞
⎟⎟⎟⎠ ◦

⎛
⎜⎜⎝

0 1 1 0 0
0 0 0 1 1
1 1 1 0 0
0 1 1 1 0

⎞
⎟⎟⎠

Since the inner dimension in the matrix product is 4, the decomposition involves 4 factors. As explained above, these 
factors correspond to 4 rectangles in that rectangle l ∈ {1, 2, 3, 4} is represented by the crossproduct A_l ◦ Bl_ of the lth 
column of A and the lth row of B . The 4 rectangles involved in our factorization are:

A_1 ◦ B1_ =

⎛
⎜⎜⎜⎝

0 1 1 0 0
0 1 1 0 0
0 1 1 0 0
0 1 1 0 0
0 0 0 0 0

⎞
⎟⎟⎟⎠ A_2 ◦ B2_ =

⎛
⎜⎜⎜⎝

0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 1 1
0 0 0 1 1

⎞
⎟⎟⎟⎠ ,

A_3 ◦ B3_ =

⎛
⎜⎜⎜⎝

0 0 0 0 0
1 1 1 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0

⎞
⎟⎟⎟⎠ , A_4 ◦ B4_ =

⎛
⎜⎜⎜⎝

0 0 0 0 0
0 0 0 0 0
0 1 1 1 0
0 1 1 1 0
0 0 0 0 0

⎞
⎟⎟⎟⎠ ,

and I equals the ∨-superposition of these rectangles, i.e. I = A_1 ◦ B1_ ∨ A_2 ◦ B2_ ∨ A_3 ◦ B3_ ∨ A_4 ◦ B4_.
If errors are acceptable, one may ask whether there exists an approximate factorization M ≈ A ◦ B for which the error 

E(M, A ◦ B) is not too large. The following is such an approximate factorization involving two factors:
⎛
⎜⎜⎜⎝

0 1 1 0 0
1 1 1 0 0
0 1 1 1 0
0 1 1 1 1
0 0 0 1 1

⎞
⎟⎟⎟⎠ ≈

⎛
⎜⎜⎜⎝

1 0
1 0
1 1
1 1
0 1

⎞
⎟⎟⎟⎠ ◦

(
0 1 1 0 0
0 0 0 1 1

)

Again, the two factors, l ∈ {1, 2}, correspond to the crossproduct of the lth column of A and the lth row of B:

A_1 ◦ B1_ =

⎛
⎜⎜⎜⎝

0 1 1 0 0
0 1 1 0 0
0 1 1 0 0
0 1 1 0 0
0 0 0 0 0

⎞
⎟⎟⎟⎠ , A_2 ◦ B2_ =

⎛
⎜⎜⎜⎝

0 0 0 0 0
0 0 0 0 0
0 0 0 1 1
0 0 0 1 1
0 0 0 1 1

⎞
⎟⎟⎟⎠

The matrix M may be regarded as an approximate ∨-superposition (∨ denotes maximum, or the logical disjunction) of 
these rectangles, i.e.
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⎛
⎜⎜⎜⎝

0 1 1 0 0
1 1 1 0 0
0 1 1 1 0
0 1 1 1 1
0 0 0 1 1

⎞
⎟⎟⎟⎠ =

⎛
⎜⎜⎜⎝

0 1 1 0 0
0 1 1 0 0
0 1 1 0 0
0 1 1 0 0
0 0 0 0 0

⎞
⎟⎟⎟⎠ ∨

⎛
⎜⎜⎜⎝

0 0 0 0 0
1 0 0 0 0
0 0 0 1 1
0 0 0 1 1
0 0 0 1 1

⎞
⎟⎟⎟⎠

It is now easily seen that E(M, A ◦ B) = 2: The factorization commits one overcovering (I35 = 0 but (A ◦ B)35 = 1) and one 
undercovering (I21 = 1 but (A ◦ B)21 = 0).

For the quality assessment of in BMF one usually employs the error E(M, A ◦ B), see (3), or some variant of it. This is 
reasonable because E(M, A ◦ B) corresponds to how well the data is explained by the factors in A and B . In particular, we 
employ the coverage quality [1,2] of the first l factors delivered by a particular algorithm, which is a function of A ∈ {0, 1}n×l

and B ∈ {0, 1}l×m defined by

c(l) = 1 − E(M, A ◦ B)/||M||. (5)

1.3. Related work

Due to limited scope, we restrict to the directly relevant work. Note also that in addition to the sources below, results 
relevant to BMF are part of the large literature on Boolean matrix theory [10], and of the literature on binary relations 
and graph theory, see e.g. [3,20]. Particularly important is formal concept analysis (FCA) [6], in which Boolean matrices are 
represented by so-called formal contexts.

Perhaps the first publications regarding applications of BMF in data analysis are [18,19], which also observe NP-hardness 
of the basic decomposition problem due to NP-hardness of the set basis problem [21]. An early but currently virtually 
unknown is the 8M algorithm [4] which we employ in our experiments below. Interest in BMF in recent data mining 
is primarily due to the work of Miettinen et al.: The DBP, the corresponding complexity results, and the Asso algorithm 
discussed below appeared in [16,17]. The Asso algorithm is currently a classic algorithm, often being used for comparison 
purposes when a new algorithm is devised. Little earlier, an important paper [7] appeared in which the authors presented 
the Tiling algorithm for a problem (tiling problem) which upon easy reformulation is basically the problem of finding a 
decomposition of a Boolean matrix in which no overcovering is allowed. A much more efficient BMF algorithm, GreConD, 
which does not commit overcovering, was presented in [1] under the name Algorithm 2; the name GreConD is used in [2]. 
In [2], the GreEss algorithm is proposed, which is based on a new theoretical insight regarding BMF. Unlike Asso, which 
is designed for DBP, GreConD and GreEss are primarily designed for the AFP problem, and so is Tiling from the present 
perspective. Hyper [24] is another BMF algorithm which does not commit overcovering; its extension, Hyper+, based on a 
certain postprocessing of the Hyper results, computes general decompositions (i.e. those which may commit bot under- and 
overcovering). The PaNDa algorithm [12] is directly motivated by the problem of noise and we employ it in our experiments. 
[13] presents PaNDa+, an enhanced version of PaNDa. [9] presents Nassau, whose aim is robustness w.r.t. a particular kind 
of noise.

The problem of noise in Boolean data has perhaps for the first time been discussed in the context of frequent itemset 
mining, see e.g. [8] and the references therein. Since [16,17], considerations on noise became part of BMF research. The 
aim, implicitly or explicitly stated in many subsequent studies, is to devise algorithms able to handle noise. We return to 
this problem in detail below. Let us also mention in this study that the minimum description length (MDL) principle is 
employed in various ways as a mean to achieve this ability in some of these studies [9,12,13], but also for other purposes 
such as identification of a reasonable number of factors explaining the data [14,15].

2. Noise in BMF—a critical examination

Our aim in the present section is to review in Sections 2.1 and 2.2 the current understanding of noise in Boolean data, 
present in Section 2.3 our rationale for algorithms’ robustness to noise, and critically examine in Sections 2.4 and 2.5 the 
current approaches to handling noise in BMF. The rationale provided in Section 2.3 forms a basis of our new approach to 
assess robustness to noise which we present in Section 3.1.

2.1. Current understanding of noise in Boolean data

In the present research on BMF, noise in Boolean data is basically conceived as representing distortion of data, i.e. flipping 
some entries in the matrix representing true data (we use “true data” in its intuitive meaning, i.e. as data corresponding to 
reality: Ii j = 1 if and only if object i indeed has attribute j).

Implicit in the current considerations regarding noise is the idea that a given (observed) data represented by a matrix M
is possibly different from true data Mt and the difference between M and Mt may be explained as being a result of noise. 
That is, M results from Mt by adding noise to Mt . In the literature, two kinds of noise are distinguished: The so-called 
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Fig. 1. Data in (b) results by adding 40% noise to (a); white represents 0s, black/gray represents 1s. The original three factors in (a) are no longer significant 
after adding 40% noise; instead, new factors explain the noisy data. These are apparent from (c) which contains data (b) with appropriately permuted rows 
and columns.

additive noise, due to which some 0s in Mt are flipped to 1s, and subtractive noise, due to which 1s are flipped to 0s; if both 
kinds of flips occur, one speaks of noise or of general noise.

Considerations regarding noise in BMF go back to [16,17] where noise has been used to generate synthetic datasets: 
To add p% of additive noise to a given matrix Mt (e.g. a randomly generated matrix or a matrix representing real-world 
data) means that each entry in Mt is set to 1 (and thus possibly switched from 0 to 1) randomly with probability p%, i.e. 
the entry is left as it was with probability 100 − p%. Other options are possible, but we use this one for its simplicity. For 
subtractive and general noise one proceeds analogously, e.g. adding p% of subtractive noise to a given matrix Mt means that 
each entry in Mt is set to 0 randomly with probability p%.

2.2. Is noise a reasonable assumption? And to what extent?

The current usage of the term “noise” as explained above may seem strange in a sense. Namely, while noise is generally 
understood (consider e.g. signal processing) as representing random and mostly small fluctuations in data, a small fluctua-
tion in value for Boolean data is not possible: If an entry Mij is to change, it has to change “completely,” i.e. from truth to 
falsity, or from falsity to truth. From this perspective, a possibly more appropriate term for such an abrupt change is “error” 
(which may also bear unwanted connotations) or “lie” (which is used in logic in this context). Nevertheless, more important 
than terminology are considerations regarding the possible origin of noise, amount of noise, and its significance for real 
data, which we mention now.

Let us first note that even though we take it for granted that presence of noise in Boolean data is often a reasonable 
assumption, this assumption should not be considered as an inherent part of the BMF problem. Namely, many real datasets 
do not contain noise because they simply contain verified truth. Moreover, in several applications of BMF, presence of noise 
would be counterintuitive or even damaging—a generic example is a scenario similar to that of the role mining problem 
[11,23] in which the data represents users and their security permissions. Adding noise to such data would be detrimental 
for security reasons. Therefore, contrary to the reasoning in some recent literature, one should not be concluding that 
algorithms that are not robust to noise are deficient: These algorithms may simply be appropriate for a different, but 
realistic and important scenario which is noise free. Experiments show that for noise-free data such algorithms indeed 
outperform algorithms designed for noisy data; see e.g. [2].

In fact, while real-case studies involving various kinds of noise-free data are available in the above-mentioned literature, 
real-case studies in which noise appears are, by and large, still missing. As a consequence, several questions regarding noise 
in BMF, including substantial conceptual questions, which are likely to emerge with real-case studies, have not yet been 
addressed in the literature.

Before we get to the main problem addressed in this paper, i.e. robustness to noise, let us consider another important 
question, namely that of which levels of noise are realistic. The present BMF literature involves experiments with various levels 
of noise, up to around 40%. We contend that such amount of noise is too high to be realistic. Our own experience tells 
us that errors in Boolean data are typically up to 5%. Unless real-case situations with higher levels of noise are existing, 
explorations of such levels are not well-grounded.

Moreover, higher noise levels present an important issue that has not been discussed to our knowledge so far, namely 
they radically distort the data, even to the extent that new significant factors appear in the data while the original factors disappear.
To ask then a BMF algorithm to extract from the noisy data the original factors would therefore be a wrong requirement. 
The situation is illustrated in Fig. 1. Part (b) presents the result of adding 40% noise to the data shown in part (a). In the 
figures, the black and gray cells represent 1s while the white cells represent 0s. The original data clearly contains three 
factors (the black, dark gray and light gray rectangles). After adding noise, these three factors are no longer significant (in 
that their explanatory power, as assessed by the above error function E , drops significantly). Instead, new factors emerge in 
the noisy data, whose explanatory power is considerably higher than that of the three original factors with respect to the 
data in (b). These new factors are apparent in part (c) which results from part (b) by permuting rows and columns. The 
phenomenon at stake should therefore carefully be taken into account.
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⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

1 0 1 1 0 0 0 0 0 0
1 1 1 1 1 0 0 0 0 0
1 1 0 1 1 0 0 0 0 0
0 1 1 0 1 0 0 0 0 0
0 1 1 1 1 1 0 1 0 0
0 0 0 0 1 1 1 1 0 0
0 0 0 0 1 0 1 1 0 1
0 0 0 0 0 0 0 1 1 1
0 0 0 0 0 0 0 0 1 1
0 0 0 0 0 0 0 1 1 0

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

1 1 1 1 1 0 0 0 0 0
1 1 1 1 1 0 0 0 0 0
1 1 1 1 1 0 0 0 0 0
1 1 1 1 1 0 0 0 0 0
1 1 1 1 1 1 1 1 0 0
0 0 0 0 1 1 1 1 0 0
0 0 0 0 1 1 1 1 1 1
0 0 0 0 0 0 0 1 1 1
0 0 0 0 0 0 0 1 1 1
0 0 0 0 0 0 0 1 1 1

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

(a) Observed data (b) Hypothetical true data

Fig. 2. Three factors of hypothetical true data explaining observed data.

2.3. A rationale for robustness to noise

We now provide an explicit formulation of a rationale for robustness of BMF algorithms to noise, which is the main 
problem of this paper. The rationale represents our main conceptual contribution and forms the basis of our new approach 
to assess robustness to noise which we present in Section 3.1. We claim that this rationale grasps well the expectations 
implicitly present in the existing studies. Consider matrices M in Fig. 2a and N in Fig. 2b. In the observed data M , one 
clearly recognizes three rectangles, the union of which forms the gray area in Fig. 2a, even though some of the entries 
inside the area contain 0s rather than 1s. A natural view is that M results from the true data, represented by N , by error 
(noise). For instance, there might be insufficient evidence for the presence of some attributes on some objects, i.e. for the 
presence of 1s in certain entries, which is a plausible explanation of this kind of situation. From this viewpoint, one is 
interested in discovering from the observed data M the three factors behind the true data N , i.e. discovering from M the 
10 × 3 and 3 × 10 matrices A and B for which A ◦ B = N . Clearly, such matrices are

A =

⎛
⎜⎜⎜⎜⎜⎝

1 0 0
1 0 0
1 0 0
1 0 0
1 1 0
0 1 0
0 1 1
0 0 1
0 0 1
0 0 1

⎞
⎟⎟⎟⎟⎟⎠

and B =
(

1 1 1 1 1 0 0 0 0 0
0 0 0 0 1 1 1 1 0 0
0 0 0 0 0 0 0 1 1 1

)
.

Note at this point that since the gray areas contain 0s, the three factors, i.e. the three gray rectangles, commit overcov-
ering (false positive). Consequently, none of the algorithms which do not commit overcovering (Tiling, GreConD, Hyper,
GreEss) is able to discover these factors in the data in Fig. 2a. This is the basic reason why such algorithms have limited 
capability in recovering factors when subtractive noise is added. On the other hand, the algorithms committing both under-
and overcovering do not suffer from this restriction. Indeed, while for the data in Fig. 2b, all the algorithms considered here 
compute the three factors, the situation is very different for Fig. 2a: Tiling, GreConD, Hyper, and GreEss yield, respectively, 
9, 9, 10, and 9 rather small and fragmented factors to explain the whole data. On the other hand 8M, Asso, PaNDa, Hyper+,
Nassau, and GreConD+ yield, respectively, 3, 3, 5, 3, 3, and 3 factors, which is indicative of the algorithms’ ability to handle 
noise which we explore below.

2.4. A critique of current approach to assess robustness

The present experiments aimed to evaluate robustness to noise, e.g. [12,16,17], result in graphs like those in Fig. 3. In 
these particular graphs, we see results of selected algorithms on a dataset of size 500 × 250 and density 15% which was 
obtained from randomly generated factors. Additive and subtractive noise has been added, separately, with increasing noise 
levels up to 50%. The algorithms have been asked for the first k = 5 and k = 20 factors and the corresponding coverage 
qualities c(k), see (5), of the k factors are plotted in the graphs.

What we see from the graphs is that with increasing noise, coverage quality of a particular algorithm generally decreases. 
It is understood in the literature that a small decrease in coverage quality here indicates robustness to noise (note that 
coverage represents error, i.e. the number of entries in which the input matrix differs from the product of the computed 
matrices).

In fact, this is not the case. Namely, such view ignores the possibility that with more noise not only did the coverage drop, but 
the factors themselves may have changed substantially, e.g. may have gotten fragmented as in the above illustrative example. 
A considerable change of factors delivered by a particular algorithm when noise is being added clearly means that the 
algorithm is not robust but the graphs in Fig. 3 do not tell whether the factors changed—they only tell that the coverage 
dropped. Although a big drop might indicate that radically different factors were computed, this need not be the case as we 
shall see later.

In addition, the graphs do not tell us whether a particular algorithm found the factors used to generate the data, i.e. 
whether it found the ground truth. Interestingly, our experiments below show that an algorithm may be robust to noise in 
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Fig. 3. Current experiments to assess robustness to noise.

that the factors computed do not change much when noise is added, yet it may not have a good capability of discovering 
ground truth, and vice versa.

One therefore faces three possibly distinct properties of a particular algorithm: good coverage quality (according to DBP or AFP view), 
robustness to noise, and the ability to discover ground truth. To assess these properties, in particular those regarding robustness 
and ground truth, observing the values in the graphs in Fig. 3 suffers from a severe limitation and is thus fundamentally 
misleading.

2.5. Coverage quality with varying noise

Before assessing robustness to noise as described in Section 3 we present in Fig. 4 results of another kind of experiments 
which often appears in the literature and which is related to the one reviewed in the previous section. The graphs represent 
coverage quality of selected algorithms on the synthetic datasets obtained from 30 randomly generated factors, as described 
above, to which noise was introduced. For each noise level (0%, . . . , 10%), the corresponding curve depicts the coverage 
quality achieved by the first k factors obtained by the algorithm; if the algorithm obtained less than k factors, which often 
happens with PaNDa and Nassau, but also with Asso, we used the coverage by all the factors obtained. For GreConD, 
we include the graphs for additive and subtractive noise because the greater variance of the curves for subtractive noise 
indicates GreConD’s poor robustness to this type of noise. For the other algorithms, the difference is not so apparent and 
we hence include the results for general noise. Another remarkable property to be observed is the coverage quality itself. 
In particular, PaNDa fares badly—it rarely is capable of explaining a larger amount of the input data. On the other hand,
GreConD, perhaps surprisingly, achieves good coverage even for noisy data (as we shall see below, it is not robust though).

These graphs are more detailed compared to those in Fig. 3 in that they display the coverage curves separately for the 
particular levels of noise. However, even though these graphs provide a better indication of robustness than those in Fig. 3, 
the information provided is still not sufficient and grossly misleading to assess robustness to noise. A proper assessment of 
robustness to noise is the subject of the next section.

3. New way to assess robustness to noise

3.1. Assessing robustness to noise

We now propose a new experimental scenario to assess robustness to noise of a given BMF algorithm. In Section 4, we 
demonstrate that it has the required capability to discriminate the properties of BMF algorithms mentioned above. The basic 
idea is inspired by the above intuitive understanding of robustness (Section 2.3) and is the following. Suppose a given BMF 
algorithm computes from a given matrix M a set F of factors and the corresponding matrices A and B . Suppose we change 
M slightly, by introducing noise, to a new matrix, M ′ , and let the same algorithm compute, this time from M ′ , a new set 
of factors, F ′ , and the corresponding matrices A′ and B ′ . We ask whether and to what extent are F and F ′ similar. A high 
similarity between the set F of factors computed from the noise-free data and the set F ′ of factors computed from the 
noisy data means that the given BMF algorithm is robust to noise.
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Fig. 4. Coverage values.

To formalize the approach presented in the previous paragraph, one needs an appropriate measure to assess similarity 
of the sets F and F ′ of factors. Clearly, there is a number of possible choices here. Nevertheless, for simplicity we propose 
one particular measure, denoted Sim(F , F ′), which is described below. By means of experiments on various datasets, we 
observed that the measure reasonably captures intuitive similarity between two sets of factors. Analogous measures, em-
ploying alternative formulas for Sim(F , F ′) are possible but led to similar conclusions regarding robustness of algorithms, 
and since the choice of a particular measure is of secondary importance at this point, we restrict to the particular measure 
Sim(F , F ′).

The similarity measure Sim(F , F ′) of two sets of factors, F and F ′ , is computed as follows. Recall from Section 1.2 that 
each factor computed from M ∈ {0, 1}n×m corresponds to a rectangular area in M and may hence be viewed as the Cartesian 
product C × D for some sets C ⊆ {1, . . . , n} and D ⊆ {1, . . . , m}, representing matrix rows and matrix columns, respectively. 
We may then define a similarity s(〈C1, D1〉, 〈C2, D2〉) of two factors as the well-known Jaccard index of their corresponding 
rectangles C1 × D1 and C2 × D2, i.e. as

s(〈C1, D1〉, 〈C2, D2〉) = |C1 × D1 ∩ C2 × D2|
|C1 × D1 ∪ C2 × D2| .

Finally, we put Sim(F , F ′) equal to

min

(∑
c∈F maxc′∈F ′ s(c, c′)

|F | ,

∑
c′∈F ′ maxc∈F s(c, c′)

|F ′|
)

.

That is, Sim(F , F ′) may be regarded as the minimum of two numbers. The first one,∑
c∈F maxc′∈F ′ s(c, c′)

|F | ,

expresses the average similarity of a factor in F and its most similar factor in F ′; the second one,
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∑
c′∈F ′ maxc∈F s(c, c′)

|F ′| ,

expresses the symmetric value with F and F ′ exchanged. Clearly, Sim(F , F ′) ranges from 0 to 1, with higher values 
indicating higher similarity, and is easy to compute.

3.2. Assessing the ability to discover ground truth

Interestingly, the proposed measure, Sim(F , F ′), may easily be used to assess another feature of BMF algorithms, namely 
their capability to discover ground truth in data in the sense described in Section 2.4. Namely, since ground truth is repre-
sented by a set F of the original factors used to generate the data (or, from another viewpoint, a set of factors known to 
be behind the given data), the following procedure may be applied: Take the given set F of factors corresponding to the 
given data M (i.e. factors representing the ground truth), add noise to M to obtain the noisy data M ′ , and compute from M ′
a set F ′ of factors. The value Sim(F , F ′)—the similarity between the original and the discovered factors—then represents 
the capability to discover ground truth in that high values indicate good ability. Notice the two different ways of utilizing 
the measure Sim: To assess robustness to noise, Sim is applied to two sets of factors, F and F ′ , computed by the particular 
algorithm from data M with two levels of noise added: F is computed from the data which results by adding noise of 
level l to M , F ′ is computed from the data which results by adding noise of level l′ to M . On the other hand, to assess the 
ability to recover ground truth, Sim is applied to the collection F of factors representing the ground truth in data and the 
collection F ′ of factors computed from the data, to which noise is possibly added.

4. Experimental evaluation

In this section we provide a detailed experimental evaluation regarding noise. For one, we revisit some claims in [12]
and argue that these are not supported experimentally. Most importantly, we evaluate robustness to noise and the ability 
to recover ground truth of BMF algorithms according to the scenario proposed in the preceding section.

4.1. Algorithms and data

Our evaluation involves the following algorithms (see Section 1.3 for more information): 8M, Tiling, Asso, GreConD,
Hyper, PaNDa, GreEss, and Nassau. As for Hyper+, we decided not to include it as it performs a postprocessing of Hyper’s 
output and because a similar postprocessing could be applied to other algorithms as well. Let us mention, however, that as 
regards the trends we observed, the results for Hyper+ correspond to those for Hyper, and therefore, Hyper+ fared worse 
than the best algorithms involved in our evaluation. We also include GreConD+, a simple extension of GreConD which 
essentially consists in the following additions: First, after computing a factor the same way as in GreConD, the algorithm 
adds columns and rows which possibly contain 0s to this factor (i.e. the factor gets extended) in a greedy manner until the 
error function is dropping (this way a factor which commits overcovering may be established); secondly, when a new factor 
is computed as described in the preceding step, the previously computed factors are inspected one by one and if all the 
1s in the input matrix are covered by some of the remaining factors, the inspected factor is removed (because it does not 
contribute to decreasing the error function).

We employed the data commonly used in BMF experiments, both real and synthetic. As regards synthetic data, we report 
results for data matrices M of size 500 × 250 obtained in a usual manner, i.e. as Boolean products A ◦ B of 500 × k and 
k × 250 randomly generated matrices A and B . The number k of original factors varies, as does the density of our datasets 
which varies from 5% to 20% in the reported results. The details pertaining to particular experiments are provided below.

As representatives of real data, we present results for the Domino dataset1 which has a 10% density, the DBLP dataset2

which has a 13% density, and the Mushroom dataset3 which has a 19% density.

4.2. Revisiting datasets from Gupta at al.’s paper

Prior to presenting our main experiments, we report results on the 1000 × 50 datasets from [8] with noise added, 
because our observations are different from those reported by the authors of PaNDa in [12]. In their introductory example, 
the authors of PaNDa in [12] reported that of the available BMF algorithms, only PaNDa is able to discover in their example 
from [8] the original factors when noise is added. The results we obtained on similar datasets are illustrated on data 1–7 
from [8] and are illustrated in Figs. 5–11.

Notice first that we may observe that Asso, which was explicitly included in [12], performs very well contrary to the 
claims made in [12] according to which PaNDa yields better results. According to our experiments, Asso performs consider-
ably better than PaNDa, which suffers on several of the seven datasets. Taking into account this and other experiments, we 

1 See e.g. [5].
2 http://www .informatik .uni -trier .de /~ley /db/.
3 UCI Machine Learning Repository, http://archive .ics .uci .edu /ml.

http://www.informatik.uni-trier.de/~ley/db/
http://archive.ics.uci.edu/ml
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Fig. 5. Experiments on data 1 from [8].

Fig. 6. Experiments on data 2 from [8].

conclude that PaNDa’s overall performance is not as good as reported in [12]; for coverage quality, see also [2]. Secondly, 
one may observe that all the selected algorithms behave reasonably well, including to some extent the GreConD, which we 
selected as a representative of algorithms that do not commit overcovering. Third, the figures illustrate Nassau’s tendency 
to output larger factors (rectangles) which result by merging the original, smaller factors.

4.3. Robustness to noise

In this section we present experiments assessing the ability of the involved BMF algorithms to deal with noise. Tables 1, 
2, and 3 present results for the Domino, DBLP and Mushroom datasets. Table 4 presents the results for synthetic datasets of 
dimension 500 ×250 and 20% density. The data was obtained using k = 40 randomly generated factors, i.e. by multiplication 
of randomly generated 500 × 40 and 40 × 250 matrices.
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Fig. 7. Experiments on data 3 from [8].

Fig. 8. Experiments on data 4 from [8].

For each of the three real datasets, Domino, DBLP, and Mushroom, and each of the observed levels of general noise, a 
randomly generated noise of a particular level has been added 1000 times to a particular dataset and a factorization has 
then been computed by a particular algorithm. The tables contain the average values of the similarity measure Sim(F , F ′)
where F is the set of the first k factors obtained by the algorithm with no noise added while F ′ is the set of the first 
k factors obtained when the respective noise level was added, for varying number k. Most importantly, the experiments 
nicely separate Tiling, GreConD, Hyper, and GreEss—the four algorithms which do not commit overcovering—from the other 
algorithms that may produce general factorizations. Such a separation is expected. Namely, if a given algorithm does not 
commit overcovering, then since noise damages the original tiles (factors) and since the damaged tiles cannot be considered 
as tiles by the algorithm, the algorithm is forced to find new tiles which are possibly very different from the original ones. 
As a result, the factorization of noisy data computed by the algorithm that does not commit overcovering is possibly very 
different from the factorization of the data without noise, hence the algorithm is not robust. Nevertheless, the previous 
studies were not able to reveal such a separation of BMF algorithms because a proper experimental scenario was not 
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Fig. 9. Experiments on data 5 from [8].

Fig. 10. Experiments on data 6 from [8].

available. In our way of assessment of robustness to noise described in Section 3, these four algorithms (Tiling, GreConD,
Hyper, and GreEss) obtain much lower scores compared to the scores obtained by the algorithms that commit overcovering: 
Adding noise leads to a fragmentation of tiles existing in the data and thus the behavior of the four algorithms described 
above is apparent. All the algorithms which may commit overcovering behave reasonably well from this point of view, i.e. 
introducing noise does not affect the computed factors too much. Note, however, that Nassau exhibits greatest fluctuations 
and often not very high scores, for which phenomenon we do not have a reasonable explanation and which therefore 
remains an open question. Let also mention that due to the very high time demands of Nassau, we were not able to 
conduct 1000 iterations (see above) for each setting and thus present results for smaller numbers of iterations which we 
were able to compute for each particular dataset.

Notice also that for larger numbers k of factors, the scores obtained are generally larger than for lower k. This is basically 
due to the general tendency of the measure Sim to yield larger similarity values for large sets of factors, partly due to the 
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Fig. 11. Experiments on data 7 from [8].

Table 1
Robustness to noise (Domino dataset, general noise).

k Noise (%) 8M Tiling Asso GreConD PaNDa Hyper GreEss Nassau GreConD+

5 0.5 0.984 0.210 0.998 0.210 0.998 0.063 0.220 0.358 0.998
1 0.789 0.186 0.998 0.187 0.992 0.063 0.195 0.261 0.998
2 0.834 0.161 0.998 0.161 0.995 0.063 0.167 0.306 0.998
5 0.760 0.111 0.997 0.112 0.880 0.063 0.115 0.236 0.982
10 0.666 0.084 0.977 0.084 0.806 0.061 0.089 0.332 0.947
20 0.547 0.060 0.911 0.061 0.415 0.054 0.067 0.436 0.832
30 0.427 0.050 0.771 0.052 0.535 0.056 0.061 0.363 0.738

10 0.5 0.976 0.415 1.000 0.415 0.813 0.123 0.434 0.548 1.000
1 0.893 0.373 0.996 0.375 0.764 0.115 0.389 0.584 0.999
2 0.963 0.315 0.995 0.313 0.802 0.108 0.321 0.442 0.995
5 0.789 0.223 0.946 0.224 0.616 0.104 0.229 0.442 0.980
10 0.693 0.164 0.935 0.163 0.594 0.103 0.171 0.509 0.980
20 0.480 0.125 0.843 0.127 0.514 0.097 0.128 0.482 0.915
30 0.400 0.107 0.674 0.108 0.420 0.090 0.114 0.499 0.815

15 0.5 0.954 0.759 0.987 0.826 0.778 0.241 0.830 0.685 0.994
1 0.908 0.625 0.933 0.687 0.831 0.225 0.686 0.519 0.997
2 0.888 0.542 0.893 0.573 0.751 0.211 0.573 0.432 0.972
5 0.742 0.366 0.863 0.360 0.725 0.192 0.355 0.421 0.921
10 0.640 0.259 0.789 0.268 0.528 0.160 0.257 0.561 0.873
20 0.492 0.186 0.657 0.191 0.521 0.131 0.179 0.501 0.829
30 0.368 0.161 0.559 0.166 0.436 0.126 0.157 0.480 0.801

fact that all algorithms naturally tend to produce factors similar to those they produced for the data without the noise when 
one takes into account more and more factors (larger k).

Even though experiments with real data are more telling for the examination in this section, Table 4 presents results 
for synthetic datasets as described above (dimension 500 × 250, 20% density, data generated using 40 random factors). 
The similarity of factors computed from noise-free vs. noisy data was assessed using the first k = 5 factors obtained. One 
may observe that, again, the four algorithms that do not commit overcovering (Tiling, GreConD, Hyper, and GreEss) obtain 
significantly lower scores compared to the others, which commit overcovering, and are thus less robust to noise. Hyper, 
for a reason not known to us, performs considerably better on synthetic data compared to real data, which observation is 
worth further exploration. Generally, we observed that since Hyper tends to produce very column-like factors (i.e. a very 
small number of attributes is present in the factors), it tends to produce the same or very similar sets of these column-like 
factors for certain datasets. Nevertheless, the factorizations obtained by Hyper are not very useful due to the column-like 
nature of the obtained factors—the factors very often coincide with the original attributes and do not reveal new knowledge 
hidden in data.
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Table 2
Robustness to noise (DBLP dataset, general noise).

k Noise (%) 8M Tiling Asso GreConD PaNDa Hyper GreEss Nassau GreConD+

5 0.5 0.924 0.535 0.945 0.504 0.933 0.215 0.576 0.328 0.867
1 0.756 0.440 0.941 0.449 0.931 0.206 0.483 0.295 0.812
2 0.733 0.415 0.921 0.389 0.924 0.139 0.458 0.251 0.793
5 0.585 0.390 0.863 0.293 0.799 0.118 0.453 0.242 0.715
10 0.444 0.341 0.791 0.274 0.716 0.107 0.413 0.241 0.667
20 0.280 0.329 0.676 0.169 0.414 0.102 0.394 0.210 0.533
30 0.098 0.311 0.519 0.105 0.292 0.055 0.371 0.132 0.438

10 0.5 0.723 0.692 0.844 0.707 0.694 0.178 0.700 0.480 0.817
1 0.657 0.680 0.806 0.669 0.647 0.173 0.665 0.452 0.777
2 0.639 0.541 0.749 0.596 0.642 0.154 0.606 0.358 0.774
5 0.510 0.541 0.720 0.458 0.481 0.134 0.502 0.340 0.668
10 0.397 0.493 0.662 0.383 0.423 0.117 0.439 0.337 0.647
20 0.141 0.439 0.581 0.345 0.355 0.079 0.408 0.317 0.591
30 0.093 0.425 0.382 0.211 0.283 0.076 0.384 0.317 0.355

15 0.5 0.650 0.634 0.726 0.680 0.632 0.282 0.706 0.510 0.711
1 0.648 0.545 0.616 0.516 0.582 0.253 0.610 0.380 0.632
2 0.540 0.375 0.584 0.369 0.574 0.242 0.462 0.350 0.599
5 0.380 0.243 0.569 0.178 0.525 0.224 0.252 0.284 0.521
10 0.255 0.147 0.456 0.045 0.367 0.204 0.201 0.274 0.458
20 0.086 0.121 0.264 −0.041 0.361 0.178 0.121 0.254 0.386
30 0.003 0.066 0.122 −0.148 0.287 0.173 0.102 0.246 0.344

Table 3
Robustness to noise (Mushroom dataset, general noise).

k Noise (%) 8M Tiling Asso GreConD PaNDa Hyper GreEss Nassau GreConD+

25 0.5 0.935 0.578 0.965 0.558 0.958 0.060 0.595 0.315 0.958
1 0.757 0.507 0.990 0.560 0.983 0.041 0.509 0.230 0.971
2 0.789 0.488 0.973 0.513 0.986 0.035 0.482 0.277 0.963
5 0.743 0.467 0.973 0.434 0.869 0.057 0.496 0.191 0.949
10 0.618 0.430 0.960 0.471 0.791 0.046 0.452 0.328 0.915
20 0.525 0.403 0.872 0.369 0.377 0.054 0.436 0.419 0.821
30 0.397 0.427 0.752 0.399 0.510 0.008 0.425 0.334 0.729

50 0.5 0.834 0.722 0.894 0.760 0.712 0.065 0.730 0.491 0.893
1 0.794 0.721 0.871 0.712 0.682 0.079 0.698 0.521 0.855
2 0.820 0.584 0.854 0.653 0.704 0.091 0.649 0.365 0.895
5 0.705 0.587 0.843 0.519 0.544 0.047 0.555 0.370 0.874
10 0.615 0.539 0.797 0.471 0.495 0.051 0.498 0.422 0.855
20 0.395 0.497 0.739 0.478 0.430 0.074 0.492 0.428 0.818
30 0.358 0.484 0.587 0.478 0.377 0.070 0.477 0.438 0.632

75 0.5 0.721 0.674 0.771 0.725 0.580 0.151 0.714 0.529 0.794
1 0.720 0.597 0.705 0.601 0.640 0.138 0.626 0.400 0.781
2 0.704 0.440 0.683 0.468 0.593 0.121 0.485 0.300 0.760
5 0.546 0.309 0.672 0.347 0.542 0.148 0.297 0.315 0.714
10 0.499 0.230 0.627 0.233 0.383 0.096 0.269 0.426 0.698
20 0.344 0.154 0.509 0.214 0.402 0.081 0.182 0.354 0.633
30 0.277 0.219 0.420 0.138 0.343 0.097 0.202 0.373 0.611

4.4. Recovery of ground truth

We now provide results demonstrating the algorithms’ ability to recover ground truth, as described in Section 3.2. The 
results are presented in Tables 5, 6 and 7. These three tables have a meaning analogous to that of the tables in Section 4.3. 
A synthetic 500 × 250 datasets generated by k = 5 known factors have been used with three levels of density, 5% (Table 5), 
10% (Table 6) and 20% (Table 7). The entries in these tables contain the values of Sim(F , F ′), where F is the set of the 5
factors used to generate the dataset, while F ′ is the set of the first 5 factors obtained by the respective algorithm. Again, 
1000 iterations for each level of noise have been performed. We depict the results separately for additive, subtractive, 
and general noise. One may observe a similar kind of separation of the algorithms by these experiments as with the 
experiments in the previous section. For a small amount of noise, even the algorithms that do not commit overcovering, 
except for Hyper, achieve a reasonable ability to recover the original factors. Nevertheless, this ability deteriorates rapidly 
with increasing noise. Hyper’s poor ability to recover ground truth is due to its strong preference of narrow, column-like 
factors (as discussed in the previous section). The algorithms designed to be robust to noise perform better, with Asso and
GreConD+ obtaining the best scores. Nassau exhibits an interesting behavior particularly for additive noise, which is worth 
further analysis. Observe also that the ability to recover ground truth by PaNDa is considerably worse compared to Asso and
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Table 4
Robustness to noise (synthetic data, 20% density, k = 5).

Noise Noise (%) 8M Tiling Asso GreConD PaNDa Hyper GreEss Nassau GreConD+

Adi. 0.5 0.719 0.282 0.983 0.274 0.896 0.502 0.279 0.721 0.999
1 0.672 0.271 0.949 0.270 0.867 0.506 0.274 0.576 0.999
2 0.605 0.267 0.966 0.267 0.849 0.506 0.268 0.533 0.996
5 0.591 0.262 0.764 0.262 0.805 0.359 0.261 0.453 0.992
10 0.341 0.261 0.223 0.260 0.687 0.226 0.257 0.486 0.967
20 0.231 0.271 0.072 0.272 0.469 0.135 0.254 0.410 0.815
30 0.127 0.271 0.054 0.269 0.292 0.082 0.254 0.196 0.813

Sub. 0.5 0.706 0.665 0.999 0.659 0.921 0.497 0.732 0.672 0.999
1 0.592 0.600 0.999 0.594 0.818 0.454 0.636 0.689 0.999
2 0.515 0.482 0.998 0.467 0.818 0.373 0.522 0.522 0.998
5 0.602 0.309 0.930 0.307 0.595 0.220 0.333 0.373 0.843
10 0.509 0.162 0.625 0.166 0.582 0.123 0.191 0.428 0.515
20 0.482 0.085 0.132 0.084 0.503 0.060 0.089 0.483 0.158
30 0.404 0.055 0.040 0.055 0.416 0.026 0.056 0.443 0.064

Gen. 0.5 0.726 0.489 0.949 0.481 0.850 0.512 0.460 0.581 0.990
1 0.641 0.505 0.987 0.495 0.819 0.481 0.471 0.577 0.987
2 0.513 0.462 0.976 0.461 0.677 0.342 0.391 0.447 0.982
5 0.312 0.333 0.427 0.320 0.661 0.172 0.325 0.507 0.833
10 0.320 0.168 0.062 0.164 0.514 0.114 0.202 0.480 0.374
20 0.256 0.099 0.040 0.099 0.439 0.059 0.111 0.358 0.192
30 0.222 0.068 0.037 0.067 0.326 0.036 0.068 0.191 0.083

Table 5
Recovery of ground truth on a synthetic 500 × 250 dataset with k = 5; 5% density.

Noise Change (%) 8M Tiling Asso GreConD PaNDa Hyper GreEss Nassau GreConD+

Adi. 0.5 0.854 0.482 0.974 0.482 0.697 0.014 0.482 0.612 0.928
1 0.791 0.353 0.973 0.356 0.592 0.014 0.356 0.688 0.927
2 0.788 0.257 0.973 0.260 0.631 0.013 0.260 0.747 0.929
5 0.760 0.146 0.964 0.151 0.579 0.012 0.151 0.867 0.922
10 0.754 0.106 0.924 0.111 0.534 0.011 0.108 0.905 0.920
20 0.758 0.082 0.667 0.090 0.511 0.010 0.084 0.853 0.907
30 0.765 0.075 0.388 0.082 0.526 0.010 0.082 0.843 0.902

Sub. 0.5 0.593 0.443 0.991 0.441 0.673 0.084 0.461 0.637 0.895
1 0.555 0.288 0.983 0.290 0.660 0.084 0.326 0.704 0.858
2 0.533 0.209 0.956 0.213 0.682 0.084 0.238 0.677 0.821
5 0.591 0.105 0.855 0.105 0.555 0.083 0.104 0.537 0.665
10 0.562 0.058 0.602 0.058 0.488 0.081 0.054 0.723 0.530
20 0.619 0.022 0.243 0.023 0.322 0.074 0.021 0.725 0.262
30 0.804 0.013 0.109 0.013 0.187 0.068 0.013 0.619 0.159

Gen. 0.5 0.360 0.509 0.999 0.509 0.981 0.098 0.511 0.968 0.924
1 0.387 0.380 0.999 0.380 0.943 0.098 0.388 0.938 0.912
2 0.442 0.255 0.998 0.257 0.927 0.093 0.264 0.847 0.899
5 0.402 0.139 0.995 0.143 0.880 0.093 0.149 0.917 0.875
10 0.472 0.084 0.942 0.088 0.818 0.086 0.091 0.985 0.778
20 0.411 0.057 0.725 0.061 0.664 0.085 0.059 0.984 0.737
30 0.386 0.042 0.425 0.045 0.600 0.083 0.045 0.997 0.669

GreConD+, which contributes to our conviction that PaNDa’s actual performance is worse than as described by the authors 
of this algorithm.

5. Conclusions

The ability to deal with noise represents an often considered problem in Boolean matrix factorization. We argue that in 
the present considerations, some fundamental issues regarding noise are not properly addressed. Most importantly, robust-
ness to noise of factorization algorithms is not properly assessed by the existing experiments reported in the literature. We 
therefore proposed a new method to asses robustness to noise and presented several kinds of experiments involving noise. 
We made several observations, including a conceptually important finding that robustness to noise, the ability to recover 
ground truth, and the coverage quality are three distinct aspects which need to be taken into account when assessing the 
overall quality of BMF algorithms. Importantly, the experimental results show that our new way to assess robustness to 
noise nicely separates the existing BMF algorithms that are robust to noise from those that are not. This separation is in 
agreement with intuitive expectations, particularly with the expectation according to which the algorithms that do not com-
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Table 6
Recovery of ground truth on a synthetic 500 × 250 dataset with k = 5; 10% density.

Noise Change (%) 8M Tiling Asso GreConD PaNDa Hyper GreEss Nassau GreConD+

Adi. 0.5 0.750 0.504 0.864 0.492 0.558 0.093 0.515 0.721 0.805
1 0.653 0.377 0.863 0.374 0.481 0.086 0.392 0.693 0.803
2 0.618 0.305 0.855 0.291 0.449 0.083 0.315 0.646 0.794
5 0.583 0.213 0.815 0.190 0.390 0.075 0.213 0.556 0.763
10 0.576 0.183 0.768 0.173 0.342 0.054 0.184 0.552 0.758
20 0.574 0.168 0.490 0.162 0.326 0.048 0.180 0.479 0.741
30 0.573 0.165 0.198 0.153 0.318 0.027 0.168 0.417 0.731

Sub. 0.5 0.458 0.529 0.838 0.481 0.546 0.302 0.488 0.522 0.764
1 0.434 0.412 0.830 0.345 0.539 0.233 0.359 0.518 0.720
2 0.329 0.369 0.755 0.303 0.525 0.184 0.339 0.401 0.602
5 0.321 0.334 0.614 0.287 0.363 0.173 0.293 0.327 0.383
10 0.314 0.319 0.345 0.284 0.255 0.115 0.287 0.323 0.222
20 0.263 0.313 0.260 0.279 0.146 0.103 0.285 0.285 0.160
30 0.263 0.303 0.063 0.247 0.082 0.099 0.269 0.225 0.075

Gen. 0.5 0.247 0.579 0.837 0.539 0.794 0.324 0.549 0.805 0.781
1 0.225 0.490 0.837 0.411 0.721 0.317 0.427 0.786 0.762
2 0.167 0.414 0.788 0.328 0.646 0.209 0.393 0.707 0.734
5 0.106 0.359 0.729 0.280 0.572 0.173 0.332 0.691 0.680
10 0.094 0.333 0.649 0.265 0.491 0.154 0.293 0.687 0.583
20 0.091 0.317 0.393 0.233 0.329 0.131 0.277 0.680 0.426
30 0.061 0.306 0.088 0.220 0.211 0.110 0.268 0.658 0.301

Table 7
Recovery of ground truth on a synthetic 500 × 250 dataset with k = 5; 20% density.

Noise Change (%) 8M Tiling Asso GreConD PaNDa Hyper GreEss Nassau GreConD+

Adi. 0.5 0.855 0.485 0.970 0.482 0.689 0.020 0.489 0.622 0.930
1 0.793 0.354 0.970 0.358 0.584 0.022 0.357 0.695 0.927
2 0.788 0.265 0.968 0.266 0.624 0.020 0.263 0.748 0.935
5 0.764 0.152 0.958 0.160 0.576 0.021 0.155 0.879 0.928
10 0.763 0.108 0.916 0.115 0.533 0.016 0.112 0.910 0.924
20 0.762 0.087 0.662 0.092 0.502 0.016 0.085 0.857 0.910
30 0.771 0.083 0.383 0.089 0.524 0.010 0.084 0.845 0.810

Sub. 0.5 0.594 0.445 0.987 0.442 0.665 0.093 0.463 0.637 0.896
1 0.562 0.295 0.980 0.297 0.657 0.089 0.335 0.708 0.859
2 0.534 0.217 0.948 0.215 0.672 0.092 0.238 0.684 0.824
5 0.594 0.108 0.851 0.110 0.548 0.090 0.111 0.538 0.667
10 0.568 0.061 0.596 0.058 0.480 0.085 0.061 0.729 0.532
20 0.626 0.028 0.240 0.027 0.317 0.076 0.022 0.726 0.270
30 0.609 0.019 0.102 0.014 0.180 0.068 0.014 0.620 0.166

Gen. 0.5 0.363 0.516 0.995 0.509 0.978 0.098 0.513 0.974 0.930
1 0.397 0.383 0.998 0.389 0.938 0.107 0.389 0.947 0.919
2 0.448 0.262 0.996 0.264 0.919 0.099 0.265 0.850 0.904
5 0.405 0.140 0.987 0.146 0.879 0.098 0.158 0.919 0.880
10 0.473 0.093 0.938 0.094 0.812 0.094 0.094 0.988 0.778
20 0.411 0.059 0.718 0.066 0.663 0.094 0.063 0.990 0.744
30 0.390 0.051 0.421 0.050 0.592 0.089 0.054 0.991 0.679

mit overcovering are not robust to noise. In addition, our experiments reveal new properties of existing algorithms, some of 
which are different from what has been reported in the literature.

As for future research, the following problems call for further explorations: First, development of further means of as-
sessing robustness to noise of BMF algorithms; in this regard, the contributions in [22] might be an inspiring source. Second, 
performing real-case studies in the research on noise in BMF so that the research problems get reasonably rooted; as men-
tioned above, when it comes to noise in Boolean data, real-case studies are grossly missing at present. Third, development 
of a reasonable, purpose-directed methodology to asses quality of BMF algorithms for both the scenario involving noise and 
the noise-free one.
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