
Chapter 7

Independent Component
Analysis (ICA)

Independent Component Analysis (ICA) is, in a sense, complementary to sin-
gular value decomposition. The factors that an SVD selects are uncorrelated;
the starting point for ICA is the stronger assumption that the factors are
statistically independent. In order for a factorization like ICA to be possible,
all but one of the distributions of the objects along the axes corresponding to
the factors must be non-Gaussian.

ICA was developed for problems such as blind source separation. Con-
sider the sounds detected by a set of microphones in a room where a cocktail
party is happening. Are these sounds enough to recreate what each person
is saying? The fact that people can understand each other at cocktail par-
ties, and can tune out conversations other than the one they are involved in,
suggests that it is possible to do this kind of unmixing. In this situation,
it is plausible that the different conversations are (more or less) statistically
independent, and it turns out that this is critical to the unmixing process.

There are other situations where the values present in a dataset are
the result of processes that are independent. We have already mentioned
the example of light from a star or galaxy. Here it seems plausible that
the processes within the star that generate the light are independent of the
processes (for example, gravity) that the light encounters in flight, and that
these are independent of atmospheric effects or device effects.

Nevertheless, the assumption of statistical independence deserves some
consideration for each dataset. In many real-world settings, processes that
seem independent may in fact have some underlying connection that creates
a dependence between them. For example, it might seem as if a credit card
number should be independent of how much it is used to buy things. A
moment’s reflection should convince you that this is not true: there are all
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156 Chapter 7. Independent Component Analysis (ICA)

sorts of implicit information in a credit card number, including which bank
issued it, which might be correlated with geographical location and so with
economic region; when it was issued, which might be correlated with the point
in the business cycle when it was first issued; and whether it is a single card,
or one of a set billed to the same account.

7.1 Definition

Independent component analysis factors a data matrix, A, whose size is n×m
into a product

A = C F

where C is n×m and F is m×m. The rows of F describe m independent com-
ponents and C is a matrix that ‘mixes’ them to give the observed attributes
of the dataset.

The independent component analysis decomposition of the example matrix is:

C =

⎡

⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

2.347 −0.50 −0.83 −0.22 2.80 2.61 7.19 −2.44
1.71 −0.44 −0.59 −0.09 3.04 0.75 7.89 −2.73
−1.25 −0.13 −1.65 1.14 2.80 1.66 6.35 −2.66

1.99 −0.48 −2.94 2.30 4.26 0.44 7.03 −3.73
2.52 −0.48 −2.84 −0.04 1.47 0.39 5.74 −3.33
2.58 −0.47 −0.53 1.85 4.51 1.65 5.78 −1.91
1.75 −0.45 −2.90 0.07 3.74 2.96 4.75 −2.21
1.84 −0.47 −0.75 2.08 1.60 0.46 5.12 −1.27
2.01 −0.46 −0.63 2.09 1.95 2.90 5.83 −4.93
2.14 −0.46 −2.86 2.34 1.76 2.87 7.91 −1.43
2.10 3.03 −1.65 1.15 2.79 1.67 6.36 −2.66

⎤

⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

F =

⎡

⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

0.84 −1.17 0.77 −0.87 0.53 −0.48 0.12 −0.18
−0.89 0.60 0.13 −0.35 1.02 −0.76 −0.44 1.46
−1.31 −0.68 −1.17 −0.22 −0.45 0.74 −0.39 1.53

0.23 0.41 0.19 0.23 −0.58 0.29 −1.10 −1.28
−0.14 0.62 −0.67 0.43 −0.45 0.02 −0.64 0.99
−1.42 −0.40 −0.78 0.03 −0.01 0.56 0.10 0.15
−0.30 0.18 0.42 0.57 0.34 0.82 1.21 1.12
−1.58 −1.07 −0.51 −0.15 −1.07 −0.01 0.50 0.46

⎤

⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

The following are the most obvious differences between a factorization
such as SVD, and ICA:
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7.1. Definition 157

• An ICA does not naturally provide a way to reduce the dimensionality
of the data.

• We could always multiply a row of F by some scalar, and divide the
corresponding column of C by the same scalar, and still have a decom-
position. To resolve this ambiguity, the variances of the rows of F are
usually taken to be 1.

• There is no natural ordering of the components, so the rows of F can
be permuted as long as the columns of C are permuted to match. So we
cannot truncate the decomposition after a particular number of columns
and preserve the most important structure.
However, there are two possible ways of reordering the matrix explicitly
to make sure that the earlier components are more significant than the
later ones: order the columns of C in decreasing order of their norms,
which implies that large mixing coefficients are more important than
small ones; or order the rows of F so that the components whose distri-
butions are farthest from Gaussian come first. As for SVD, the purpose
of these orderings is to focus attention on the most interesting structures
of the representation so the one to choose depends on what structure is
interesting.

Statistical independence

The difficulty of understanding the difference between two attributes that
are uncorrelated and two attributes that are statistically independent is that
both can be casually described as “knowing the value of one attribute does
not help us to know the value of the other attribute”. However, this is true
in two different senses for the two properties.

Two attributes are uncorrelated if

E[a1]E[a2] = E[a1a2]

(where E[ ] is the expectation) so knowing something about the marginal
probability of either one reveals nothing about the joint probability. Two
attributes are statistically independent if

E[g(a1)]E[h(a2)] = E[g(a1)h(a2)]

that is, even applying non-linear functions g and h to the attributes does not
reveal any correlation information. Statistical independence is obviously a
stronger property, since it reduces to uncorrelation when g and h are both the
identity function.

For example, suppose a1 and a2 are constrained to lie on a circle. The
plot of a1 versus a2 shows that their values are uncorrelated. However, the
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squares of their values are very much (negatively) correlated, so they are not
statistically independent (taking g(x) = h(x) = x2).

Given a data matrix A, we wish to construct C and F so that their
product is very close to A. Somewhat surprisingly, the assumption that the
components are statistically independent is enough to do this. Let us assume
that C is invertible – if the components are independent, we would expect
that the rows of C would all be quite different. Then we want to define the
entries of F so that

F = C−1 A

is as independent as possible. So we want the rows Fi and Fj to be uncor-
related for i ̸= j, but we also want g(Fi) and h(Fj) to be uncorrelated for
suitable choices of g and h. There are a number of ways to choose these
functions, based on maximum likelihood, or mutual information. However,
they must all make some use of higher-order statistics of the data or else this
decomposition would reduce to SVD. An ICA assumes zero mean data, as
does SVD, and the data is whitened first (essentially performing an SVD) so
that rows Fi and Fj are already uncorrelated.

The rows of C−1 A are linear combinations of rows of A. By the Central
Limit Theorem, sums of non-Gaussian variables are more Gaussian than the
original variables. Such a linear combination is therefore most non-Gaussian
when it corresponds to one of the independent components. A strategy for
finding the independent components, therefore, is to maximize such a linear
combination, where the objective function is the uncorrelation of g(Fi) and
h(Fj) over all pairs i and j. Each local maximum corresponds to an indepen-
dent component.

An ICA cannot contain more than one Gaussian component, but it can
contain exactly one. This can sometimes be useful.

ICA is particularly confusing to read about in the literature, since it
is more natural, in signal processing, to use a matrix transposed from the
natural orientation of a matrix in data mining.

Normalization

An ICA assumes zero mean data. Most ICA algorithms either require, or
perform better with, whitening, a preprocessing step in which the components
are transformed so that they are uncorrelated; in other words, a step similar
to SVD is applied to the dataset before ICA.

It is possible to remove some attributes after whitening, as discussed in
the SVD section, and then apply ICA to the remaining attributes.
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7.2 Interpreting an ICA

An ICA expects that the parts that make up the dataset are statistically inde-
pendent and far from Gaussian in shape. The assumption that distributions
are Gaussian tends to be made for most datasets both as a starting point, and
because Gaussians are easy to work with. However, there are clearly appli-
cation domains where such simple distributions are not likely and, for these,
ICA is the decomposition of choice.

ICA has been applied primarily to applications such as signal processing,
and relatives such as financial tracking and biomedical sensing. These domains
have two things in common: it is fairly easy to tell how many components
there are (or should be) in the data; and noise is both expected and well
understood. Other examples of the use of ICA are: analyzing signals from
drilled wells [116]; removing noise from astrophysics data [46]; and chat room
topic detection [74].

7.2.1 Factor interpretation

The factor interpretation is the natural one for ICA: the rows of F are factors
that are mixed by the entries of C. This is particularly clear in the blind
source separation problem. The rows of A correspond to n signals picked up
by each one of a set of microphones at m time intervals. The F matrix reveals
the actual spoken signals at m time intervals, and C shows how these signals
were mixed together to produce those detected by the microphones.

7.2.2 Geometric interpretation

The geometric interpretation treats the rows of C as coordinates in some
geometric space. Plotting some of the columns of C in this way can be a
useful way to visualize the structure of the data. Formally, this makes no sense
since the rows of F are not axes (they need not be orthogonal, for example).
This means that we cannot apply a metric blindly in this geometric space.
Two axes that we are treating as if they are orthogonal might turn out to be
oriented in almost the same direction. In this situation, two points that plot
far apart cannot actually be close together (that is, similar); the problem is
that two points that plot close together need not really be as similar as the
plot suggests.

If there are clusters in the data, we expect that such a plot will place
them along each of the axes, each one corresponding to an independent com-
ponent. Hence a three-dimensional visualization of a dataset using ICA will
always seem like a better clustering than a visualization using SVD. This has
misled a number of authors to conclude that ICA is inherently better than
SVD for clustering tasks.
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7.2.3 Component interpretation

The component interpretation does not seem to have been used with ICA,
but it is a very natural way to assess the contribution of each independent
process to the values in the original dataset. Each row of F describes one of
the processes that is assumed to be mixed together in the original data. The
product of the ith column of C with the ith row of F produces a matrix that
represents the effect of the ith process on the values of A.

Because of the properties of ICA, each of these outer product matrices
typically captures a bicluster of objects and attributes. A thresholding algo-
rithm can be applied to an outer product matrix, selecting automatically the
objects and attributes associated with the bicluster; the threshold determines
how strong an association is regarded as significant.

Visualizing the outer product matrix after thresholding can provide a
view of the internal structure of the bicluster; sorting the outer product matrix
so that the largest magnitude entries are in the top left-hand corner provides
a ranking of the significance of object and/or attributes to the bicluster.

The measures we suggested for finding the most significant structure may
not necessarily indicate which outer product is the most interesting. Other
useful measures, such as the number of entries above the threshold, might be
useful as well.

7.2.4 Graph interpretation

The graph interpretation does not seem helpful for ICA.

7.3 Applying an ICA

7.3.1 Selecting dimensions

As mentioned above, the order of components in an ICA can be made to
reflect some kind of importance structure. If this is done, then the first k
components, for some k, reveal the main structure in the data. However,
there is no principled way to choose k. It may be better to consider each
component individually and decide if it has interesting structure.

It is also possible to look at the distribution corresponding to each com-
ponent. For example, an ICA can contain at most one component that is
Gaussian. If such a component is present, it is likely to reflect Gaussian noise
in the dataset, and so its removal may clean up the data.
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The distributions of other components may also reveal that they arise
from particular processes that should be ignored, for example, structured
noise, perhaps related to spatial or temporal artifacts. These may be easy to
identify and remove.

7.3.2 Similarity and clustering

Because of the kinds of applications for which ICA has been used, clustering
in the ‘component’, that is attribute domain, is much more often investigated
than clustering in the object domain. However, because the components are
statistically independent, it is not obvious how to cluster them. The ex-
ception is the work by Bach and Jordan [10], who fit the components to a
forest-structured graph, deriving the appropriate contrast functions along the
way. Hence, there is an inherent hierarchical cluster on the ‘components’.
This idea cannot be extended to the object domain because it is built-in to
the ICA transform rather than applied as a post-processing step. It is plausi-
ble, however, to cluster objects based on their correlation with the clustered
attributes.

Other properties

A technique that is closely related to ICA is LOCOCODE, a neural network
approach using autoassociators with a particular training technique [53–55].
LOCOCODE looks for large, flat basins in weight space and removes those
weights whose effect is primarily to change position within such a basin.
Hence, although the weight space of a neural network is often very large,
LOCOCODE can produce representations that are quite compact. Moreover,
the features corresponding to these weights are often clearly ‘right’ in the
sense of matching the reality of the dataset.

7.4 Algorithm issues

Algorithms and complexity

ICA is really a family of factorizations, parameterized by choices of

• The way in which the deviation from Gaussian is measured – this is
called the objective or contrast function;

• The algorithm used to find each component, given an objective function.
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Objective functions implement the idea of the two nonlinear functions
g and h that are used to determine when two components are statistically
independent. Objective functions can be divided into two classes, depending
on whether they measure the non-Gaussianity and independence of all com-
ponents at once, or the non-Gaussianity of a component at a time. In the
first class, some of the objective functions that have been suggested are

• Maximizing the likelihood. However, this requires estimating the prob-
ability densities of the components, which is complex, and the resulting
function is sensitive to outliers.

• Minimizing the mutual information, using the sum of the differential
entropy of each of the variables. Again this is hard to estimate.

In the second class (one component at a time), some of the objective functions
that have been suggested are

• Maximizing the negentropy, which is a direct measure of the difference
between a given distribution and the Gaussian distribution with the
same mean and variance. Again this is hard to estimate.

• Maximize higher-order cumulants, such as kurtosis. These are more
practical, but take into account mainly the tails of distributions and so
may be oversensitive to outliers.

• Maximize generalized contrast functions, which are approximations to
negentropy with particular nice forms and good convergence behavior.
This is the approach taken by the most popular implementation of ICA,
a Matlab package called FastICA.

Algorithms for computing independent components are all iterative, up-
dating the mixing matrix and components until they converge. The algorithm
of choice at present is FastICA, which has good convergence properties and
can be used both as a single component at a time, and as a multicomponent
algorithm. Matlab code is available from www.cis.hut.fi/projects/ica/
fastica/. The script used for the running example (see Appendix A) illus-
trates how to use FastICA. In particular, transposes are required to match
the way we orient matrices with the way that FastICA requires them to be
oriented.

The complexity of ICA depends heavily on the particular objective func-
tion and algorithm. For FastICA, convergence is at least quadratic, and seems
quite fast in practice.
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7.5 Applications of ICA

7.5.1 Determining suspicious messages

Governments intercept communications legally, both as part of national secu-
rity and law enforcement. Increasingly, other organizations are also examining
internal communications such as emails, looking for illegal activity or indus-
trial espionage. Especially in the context of national security, a very large
number of messages may be intercepted, and only a tiny fraction of these
are likely to be of interest. The exact way in which messages are selected
for further consideration is secret, but it is known that a watchlist of sus-
picious words is part of the process [42]. Presumably, messages that use an
appropriate number of such suspicious words are treated as suspicious.

Those who would like to communicate without attracting government
attention might encrypt their messages. This hides the content, at the expense
of making the act of communication more visible. It may be safer to avoid
the use of suspicious words, and hide the communication inside the very large
amount of routine and innocent communication that is intercepted.

Suspicious words must be replaced by innocent words, but the meaning
of each message must still be implicit in the message. This suggests that parts
of speech will be replaced by the same parts of speech (nouns by nouns, verbs
by verbs), and that the same substitution will be used wherever it is needed.
So if the word ‘bomb’ is to be replaced, it will be replaced by another noun,
say ‘asparagus’, whenever it occurs. Such substitutions would, of course, be
easy for humans to detect because the semantics of the sentence is altered, but
the point of the substitution is to make sure a human never sees the sentence.

The problem now becomes: how is a substituted word to be chosen?
A codebook could, of course, be used but this introduces problems with its
construction, delivery, and protection which could be difficult for a covert or-
ganization. If the substitution is chosen on-the-fly, then the replacement word
is likely to differ from the original word in its naturally occurring frequency.
For example, ‘bomb’ is the 3155th most frequent word in English, according
to Wordcount (www.wordcount.org), while ‘asparagus’ is the 27197th most
frequent word, so there is a great difference between the two words.

The message with the replacement word may be detectable based on its
‘wrong’ frequency; all the more so if the same replacement word appears in
multiple messages. To look at it another way, conversations involving common
words are common; conversations involving rare words are rare. If a common
conversation about one topic uses a word or words that would naturally be
rare, it begins to look unusual. The converse is also true: a rare conversation is
not usually about a common topic. However, this is less important in practice
because the tendency is to replace a word by a rarer word – common words
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tend to have multiple meanings, which makes it harder for the recipients to
work out what meaning was intended. For example, if the original message
is “the bomb is in position”, then it is fairly easy for someone expecting
a message about a bomb to understand “the asparagus is in position”, but
more difficult to be sure about the meaning of “the time is in position”.

We illustrate how an ICA can be used to detect a group of messages
that use the same substitutions. The results below are based on an artificial
dataset, a matrix describing 1000 emails, and the frequencies of 400 words
used in them. The distribution of words in English follows a Zipf distribution:
common words are extremely common, with frequencies dropping off quickly
so that the frequency of the ith most frequent word is proportional to 1/i.
To model this, the entry in column j for any email is generated by a Poisson
distribution with mean 3 ∗ 1/j, where 3 represents the base mean and 1/j
reduces the mean as the column index increases. The resulting matrix is
about 4% sparse.

A set of related messages is modelled by inserting 10 extra rows with
the same distribution of entries, but adding a uniformly random block of
words in columns 301–306. Each of these messages now contains between
2 and 3 overlapped words with each other unusual message, and the words
in these columns occur much more frequently than would be expected from
the underlying Zipf distribution. We use only columns 201–400, since most
messages contain many common words, so the early columns of the dataset
tell us little about the relationships among messages.

Figure 7.1 shows a visualization of the first three components of the C
matrix of an ICA of this dataset. The set of messages with correlated and
unusual word use is clearly distinct from the other messages.

This detection technique selects only messages that involve unusual word
use in a correlated way. Sets of messages that have correlated word use, but of
words with typical frequencies (that is, ordinary conversations) do not show
up as outliers. This is shown in Figure 7.2.

Furthermore, unusual word usage by itself does not cause messages to
be selected. Figure 7.3 shows what happens when each of the extra rows uses
unusual words, but they are not the same words.

An ICA analysis of such data has exactly the right properties: it detects
conversations whose subjects suggest that conversations about them should
be rare. On the other hand, it does not detect ordinary conversations about
ordinary things, nor does it detect unusual word use that is not part of a
conversation.
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Figure 7.1. 3-dimensional plot from an ICA of messages with cor-
related unusual word use. The messages of interest are circled.
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Figure 7.2. 3-dimensional plot from an ICA of messages with cor-
related ordinary word use. The messages of interest are circled.
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Figure 7.3. 3-dimensional plot from an ICA of messages with un-
usual word use. The messages of interest are circled.

7.5.2 Removing spatial artifacts from microarrays

We saw in Section 3.5.5 how an SVD can be applied to microarray data to
select genes that are likely to be of most interest. For some technologies, two-
channel cDNA microarrays, the spots themselves are printed on each slide
using technology derived from ordinary printers. Unfortunately, the way in
which spots are printed creates artifacts that are large enough to call into
question the results obtained from such microarrays.

Two-channel arrays print the same amino acid chain repeatedly to fill
each spot. Each sample from a condition class (for example, a patient with a
disease) is mixed with a background sample and the combination is allowed
to hybridize with a slide. The condition and background samples are each
labelled with a different marker that fluoresces at different frequencies, and
that appear as red and green. When the slide is read, a laser excites each spot
at each of the two frequencies and the resulting intensities are measured. The
ratio of red to green intensity is used as an indication of how much expression
was present for each gene, relative to the background.

Since particular amino acid chains are assigned to positions on the slide
at random, we would not, in general, expect to see any systematic pattern in
the measured intensity ratios at different positions across the slide. Figures 7.4
and 7.5 show views of the important red/green intensity ratio of a slide from
the side edge of the slide and from the bottom edge of the slide, respectively.
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Figure 7.4. Slide red/green intensity ratio, view from the side.
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Figure 7.5. Slide red/green intensity ratio, view from the bottom.
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Figure 7.6. A single component from the slide, with an obvious
spatial artifact related to the printing process.

The fact that the spots are printed in blocks, in six rows of four, is
very obvious from these figures. However, it is also obvious that there are
artifacts in the ratios: both the top and bottom edges of each region in the plot
show characteristic spatial patterns. These patterns mean that the apparent
change in intensity of the expression of some protein between the condition
and background samples depends on where on the slide the spot that tests
for that sample is placed. Such spatial artifacts are serious problems for
microarray analysis, and they seem to be commonplace. A random sample
of microarray datasets downloaded from the Internet showed problems of this
scale in all of them.

ICA can help to remove these spatial artifacts because they appear as
single components in the decomposition. For example, for the dataset shown
above, component 10 is shown in the plot in Figure 7.6. It is very clear that
this component captures a 6 × 4 spatial artifact that must be related to the
way in which the 24 blocks are printed on the slide. We can see that average
intensities increase down the slide, and that block intensities decrease across
the slide, although intensities within each block increase. However, there is
no automatic way to select such components: a human must examine all of
the components to see whether any have an obvious spatial component.

Figure 7.7 is another component from the same ICA, showing that there
are spatial artifacts at the edges of each print block, independent of those
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Figure 7.7. Another component from the slide, with a spatial artifact
related to the edges of each printed region.

related to the print blocks and the slide.

These components can be removed from the decomposition, and the
remaining components summed to produce a new version of the dataset, in
which the problematic spatial artifacts have been removed. The critical ratio
of red to green intensity in the resulting dataset is shown in Figures 7.8 and
7.9. There is much less obvious spatial structure in the data, although there
is probably at least one more spatial artifact that could be removed; and the
range of values is much less compressed.

ICA’s strength in this application is that spatial noise appears as highly
non-Gaussian components and so is easily detected and separated by the de-
composition.

7.5.3 Finding al Qaeda groups

Figure 7.10 shows the C matrix of an ICA applied to a matrix of connections
among members of al Qaeda. The dataset matrix is 366 × 366 and contains
a 1 whenever two members of al Qaeda are known to have some kind of
relationship, for example carrying out a mission together, being related, or
being known friends. The entries in this particular matrix have been sorted
into a kind of importance order based on facts known about them, but the
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Figure 7.8. Slide intensity ratio of cleaned data, view from the side.
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Figure 7.9. Slide intensity ratio of cleaned data, view from the bottom.
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Figure 7.10. C matrix from an ICA of a matrix of relationships
among al Qaeda members. (See also Color Figure 14 in the insert following
page 138.)

examples we show here do not depend on this particular ordering of the rows
and columns.

Figure 7.10 clearly shows groups (more or less contiguous as it happens)
of members with close connections in each of the components. Component 1
captures the leadership of the organization. Component 2 captures a tight-
knit group at rows from about 250 to 270 along with an individual at row 13.
Other columns show similar groups.

The component matrix, that is the product of column 2 of C and row 2
of F , is shown in Figure 7.11. It is clear that this component captures a group
with a few important members around row 250 and some lesser members in
close rows, plus a single important person towards the top of the matrix.
The important members of this group are Fateh Kamel, Ahmed Ressam, and
Mustafa Labsi and the individual representing a connection to the central
leadership is Mustafa Hamza. These individuals had connections to Groupe
Roubaix in France in the early 1990s and then to the Millennium Bomb Plot
in 2000. SVD applied to this same dataset detects the relationship between
the first three individuals, but is unable to indicate the connection to Hamza
because he has connections to many others.

Recall that the rows of the dataset happen to have been arranged in
a meaningful order. When they are not, small groups can still be found by
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Figure 7.11. Component matrix of the second component.

looking for values above a threshold in any of the component matrices. For
example, using a threshold of 0.7 of the maximum entry as the cutoff produces
a component matrix where only entries corresponding to Fateh Kamel, Ahmed
Ressam, and Mustafa Labsi remain. The matrix can be searched for entries
above the threshold, so that groups can be found algorithmically rather than
by inspection.

Notes

Hyvärinen et al. [59] attribute ICA to Hérault, Jutten and Ans in the early
1980s. However, the obvious application of the blind source separation prob-
lem in sonar, and perhaps radar, suggests that the technique was probably
known in military circles well before that. The invention of the FastICA al-
gorithm by Hyvärinen et al. and the wide distribution of Matlab code has
greatly increased the use of ICA.

I am grateful to Marc Sageman for access to the dataset used in the al
Qaeda groups example.
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